Examining the What Works Clearinghouse and Its Reviews of Direct Instruction Programs

Technical Report 2013-1

Jean Stockard, Director of Research
NATIONAL INSTITUTE FOR DIRECT INSTRUCTION
SPRING, 2013
Examining the What Works Clearinghouse and Its Reviews of Direct Instruction Programs: Executive Summary

The What Works Clearinghouse (WWC) is a federally funded program that evaluates educational interventions and provides summary ratings on its website. Scholarly literature reviews and meta-analyses are unanimous in concluding that a large research base indicates that Direct Instruction (DI) programs are highly effective. In contrast, the WWC has found very few studies of DI that meet its criteria for review and has concluded that there is little evidence to support the programs’ efficacy.

This report provides an analysis of why the conclusions of the WWC regarding DI differ so markedly from the extant scholarly literature. The first section discusses issues related to criteria regarding exclusion or inclusion of studies and the WWC review procedures. Areas discussed include the ways in which reviews focus on narrow curricular programs, fail to examine or consider the characteristics of the programs, apply an arbitrary time limit to the included studies, and use standards for review that differ markedly from those generally used in the social sciences, excluding most field-based studies and those using advanced statistical methods. The second section examines the studies of DI programs that the WWC has found to meet their inclusion criteria, either with or without reservation. It documents serious errors in decisions regarding 4 of the 7 studies that were deemed as meeting their criteria “without reservation.” The third and fourth sections analyze content of the WWC report on Reading Mastery and students with learning disabilities that was initially posted in July 2012, reviewing errors in inclusion and exclusion of studies. Over twenty research studies that could have been included in the WWC review are examined, detailing the design and conclusions of the studies, the effect size associated with their results, and reasons that the WWC might reject the study for inclusion.

The effect sizes are statistically analyzed, using mixed models and testing the hypothesis that the criteria used by the WWC provide a more accurate estimate of the efficacy of a curriculum. None of the study criteria used for inclusion/exclusion by the WWC was significantly related to the magnitude of effect sizes. In other words, there was no indication that the criteria used by the WWC to select or exclude studies from consideration were related to the reported results. The report concludes that the WWC procedures appear to result in a selective and inaccurate view of the DI literature, and this is probably the basis for the discrepancy between their conclusions and those of the research literature. It suggests that consumers would be well advised to consult sources of summary material other than the WWC and, especially, the well-conducted and highly regarded meta-analysis literature.
Table of Contents

Executive Summary ........................................................................................................... [i]
Introduction ..................................................................................................................... 1
I. Six WWC Procedures and Their Impact on Reviews of DI Programs ......................... 2
II. Ten Studies Accepted for Review by the WWC ....................................................... 6
    A. Accepted Without Reservation (7 studies) .......................................................... 6
    B. Accepted With Reservations (3 studies) ......................................................... 9
III. The WWC Study of Reading Mastery and Students with Learning Disabilities ...... 10
    A. Studies That Were Considered by the WWC and Accepted (1 study) .............. 11
    B. Studies That Were Considered by the WWC and Rejected for Inclusion
       (16 studies, 4 reasons) ...................................................................................... 11
       B.1. Rejected because less than 50% of the students had LD
           (4 studies) .................................................................................................... 11
       B.2. Single subject or one unit per condition; No comparison group
           (4 studies) .................................................................................................... 12
       B.3. Result cannot be attributed solely to the intervention
           (2 studies) .................................................................................................... 13
       B.4. Not an efficacy test (no comparison to non-DI procedures)
           (6 studies) .................................................................................................... 14
    C. Summary ............................................................................................................... 15
IV. An Analysis of Studies That Could Have Been Included in the Review of RM and
    Its Use with Students with Learning Disabilities ...................................................... 15
    A. Studies That Could Have Been Included (21 studies) ........................................ 15
    B. Brief Statistical Analysis of Associated Effect Sizes ......................................... 26
       B.1. Summary descriptive analysis .................................................................... 26
       B.2. Mixed model analysis .................................................................................. 30
V. Summary ..................................................................................................................... 33

References ..................................................................................................................... 36
Examining the What Works Clearinghouse and Its Reviews of Direct Instruction Programs

The What Works Clearinghouse (WWC) is a federally funded program established in 2002 that evaluates educational interventions on the basis of the “rigor of research evidence” and provides summary ratings on its website. To date the Clearinghouse has produced seven reports on Direct Instruction (DI) curricular programs. Scholarly literature reviews and meta-analyses are unanimous in concluding that a large research base indicates that DI programs are highly effective. In contrast, the WWC has found very few studies that meet its criteria for review and has concluded that there is little evidence to support the programs’ efficacy. Given these sharply contrasting conclusions and the broad publicity given to the WWC’s reports, it is important, from both a scholarly and a policy perspective, to understand more about why these discrepancies have occurred.

This report includes five sections. The first presents reflections on why the WWC procedures produce erroneous conclusions and why six of these procedures may have an especially severe impact on reviews of DI programs. The second section describes the 10 individual research studies of DI programs that the WWC concluded met their criteria for review. Serious errors in these decisions are described for a substantial proportion of these studies. The third section focuses on the WWC review of Reading Mastery (RM) and students with learning disabilities (LD), which was released in July 2012 and discusses the WWC’s decisions regarding each of the 17 studies that were examined. The fourth section analyzes 21 studies that could have potentially been included in the review of RM and students with learning disabilities.

1 The author thanks Douglas Carnine, Christina Cox, Sarah Haffner, Jerry Silbert, Piper Van Nortwick, Tina Wells, and Tim Wood for their assistance with elements of the preparation of this report. Any errors that remain are solely the responsibility of the author.

2 The WWC issued reviews of DI programs with regard to ELL students in 2006 and early childhood education in 2007 (WWC, 2006, 2007a). Reports specifically targeted to Corrective Reading were issued in 2007 for beginning reading (WWC, 2007b) and 2010 for adolescent literacy (WWC, 2010a). Reports on Reading Mastery were issued in 2008 for beginning reading (WWC, 2008), 2010 for adolescent literacy (WWC, 2010b), and 2012 for students with learning disabilities (WWC, 2012).

3 The WWC withdrew the original report on RM and LD students (WWC, 2012, published in July) in response to NIFDI’s request for a quality review, but has indicated that it will reissue the report, eliminating one of the two articles (Herrera et al. 1997) to which NIFDI objected. (More details are below.) In mid-December 2012, the NIFDI office requested additional information on the decisions made in the reviews but has received no substantive response to this request.
LD, using preliminary results from a meta-analysis that the NIFDI Office of Research and Evaluation is preparing. A fifth section summarizes the analysis.

This report should be seen as an adjunct to other writings on the WWC and DI curriculum, including an extensive analysis of the 2008 WWC report on Reading Mastery (Stockard, 2008), the WWC’s procedures with respect to implementation fidelity (Stockard, 2010) and acceptable research designs (Stockard, 2013), and reports regarding the most recent review of RM and students with LD (Stockard & Wood, 2012).

I. Six WWC Procedures and Their Impact on Reviews of DI Programs

There are a large number of empirical studies on the efficacy of Direct Instruction programs, but the What Works Clearinghouse has found very few that pass their criteria for inclusion. As noted above and described extensively in other documents (e.g., Stockard, 2008), the WWC’s conclusions regarding the efficacy of the DI programs are in stark contrast to the various reviews and meta-analyses of the literature. These reviews have consistently found strong support for the programs’ efficacy, often noting the large number of studies available and the large effects relative to other programs (e.g., Adams & Engelmann, 1995; Borman, Hewes, Overman, & Brown, 2003; Hattie, 2009; White, 1988). Six elements of the WWC procedures may have a special impact on reviews of DI materials.4

First, the WWC usually approaches its work by examining discrete programs rather than general curricula or approaches. The DI programs all are developed using the same methodology of careful analysis of the content to be taught and extensive attention to and testing of the structure, organization, wording, and sequencing of material.5 Yet, the WWC treats each of the programs as a separate entity. In the most recent report, they used a comparison of two DI reading programs (Reading Mastery and Horizons), which found that both produced significantly greater growth than national norms, as a way to suggest that

4 There are a number of additional problems with the quality of the WWC’s procedures, such as the failure to revise and update reports on an on-going basis, their procedures of handling issues of implementation fidelity, and inconsistent quality and decisions across reviews. Because these problems probably affect all programs (although those with fidelity are more harmful to effective programs and aid less effective ones as shown in Stockard, 2010) and have been examined extensively by other authors, they are not discussed here. A thorough analysis of problems with WWC procedures should, of course, take these other issues into consideration.

5 For instance, the reading programs—DISTAR, Reading Mastery, Horizons, Funnix, and Corrective Reading—are very similar in these technical elements. Their differences involve changes that were found to be appropriate for different audiences: Horizons and Funnix are developed for students who know letter names and shapes and thus these are introduced early in the sequencing. Corrective Reading is designed for older students and proceeds much more quickly to help students catch up with their peers. Reading Mastery is the current name for the DISTAR program.
one of them (and presumably the other if it is to be reviewed at a later time) actually had no effect. (See Stockard & Wood, 2012 for a more extensive discussion of this issue.) A much more appropriate way to review curricular programs, and one that is used by most researchers in the field, is to look at the broader curricular approach. The Direct Instruction programs are unique in employing such systematic and careful procedures in development and thus this part of the WWC approach is especially harmful to reviews of their curricula. An appropriate analysis of the research on Direct Instruction programs would include all of the works within an instructional area (e.g., for reading, DISTAR, Reading Mastery, Horizons, Funnix, and Corrective Reading). (Interestingly the WWC did use this broader approach in the ELL review (WWC, 2006, 2007a).)

Second, the WWC reviews do not appear to be based on an understanding of the theoretical and conceptual underpinnings of curricular approaches. As a result, they have made decisions regarding both inclusion and exclusion of studies that appear to be erroneous. Because the DI programs are much more firmly grounded in a theoretical and empirically substantiated body of work than other programs, this approach may especially impact the reviews of DI. As an example of faulty inclusion, and as described in more detail below, the reviews of Corrective Reading accepted a study that used elements of the program, even though the authors (Torgesen, Myers, et al., 2006; Torgesen, Schrim, et al., 2007) explicitly stated that their analysis should not be treated as an efficacy study of the curriculum. One of the most egregious examples of faulty exclusion is the decision to discard the RITE study, a multi-year study of the use of Reading Mastery in a large public school system (Carlson & Francis, 2002). The WWC chose to exclude this study from its review of RM for beginning reading, claiming that the inclusion of teacher training and behavioral management techniques, two key and essential elements of the DI approach, were additions to the curriculum and produced an inappropriate confound (see Stockard, 2008, pp. 10–12, for an extensive discussion of this decision).

Third, the WWC has set an arbitrary time limit of studies that it will consider, focusing only on works that have been published in the last 20 years and stating that this limitation helps ensure that findings are most relevant to today’s students. This time limit appears to affect especially the reviews of DI materials, for the development of the programs and the smaller experimental studies that were used in this process occurred long before the cut-off date. Research articles continue to appear, but the later studies have tended to be examinations in real-life settings as well as studies on specific populations and variables related to improving implementations and applications. To date, the WWC has provided no empirical evidence that the way in which students learn has altered over the decades. The NIFDI research staff has found no other area in which findings from earlier eras are discounted or ignored if there is no empirical evidence of change in the underlying phenomena. An extensive discussion of this point is included in an analysis of the WWC’s review of Reading Mastery (Stockard, 2008).
Fourth, the WWC has adopted “standards” regarding acceptable research designs, reserving their highest ratings to studies that employ random assignment. As explained elsewhere (Stockard, 2013), this approach contrasts sharply with the classic methodological literature and contemporary practices in the social sciences. Campbell and Stanley (1963) and their successors, authors of the most influential and widely cited books on research design, discuss the problems of employing random assignment in institutional settings such as schools. More importantly, they describe alternatives to random assignment that can counter these problems, alternatives that are both internally and externally valid. They also stress the importance of using a variety of research designs in the most recent edition of their work.

Among scientists, belief in the experiment as the only means to settle disputes about causation is gone, though it is still the preferred method in many circumstances. Gone, too, is the belief that the power experimental methods often displayed in the laboratory would transfer easily to applications in field settings. (Shadish, Cook, & Campbell, 2002, p. 30, emphasis in original)

In an extended discussion, Shadish, Cook, and Campbell (2002) discuss the importance of cumulating findings about a phenomenon using a variety of designs and a broad range of samples and measures. This perspective is, of course, parallel to the classic notion of cumulative knowledge within the Popperian tradition common to the scientific community.

Fifth, in addition to the preference for randomized studies the WWC requires that studies include pretest measures within given ranges and provide extensive information on attrition of subjects. This appears to effectively exclude many, if not most, studies that employ statistical analysis models, a standard way that contemporary social scientists use to adjust for variations among subjects in field settings. (Such reports often include these scores as control variables but don’t provide the details the WWC seems to require.) The WWC standards also require a comparison group, apparently excluding norm comparison designs, even though such a design was traditionally promoted by the U.S. Department of Education (Tallmadge, 1977). Reviews are usually narrowly focused on an age or grade range and topic. They also may include restrictions to studies conducted in the United States and, as noted above, a limited time period. It is perhaps not surprising then that the WWC accepts only a small proportion of studies reviewed. (See the next section for a more complete analysis of the studies accepted for WWC review.) To the extent that studies of Direct Instruction materials are more likely than others to occur in field settings and thus involve
statistical analyses and approaches other than those used in small-scale laboratory settings, they may be especially affected by these restrictions.\textsuperscript{6}

Finally, a sixth issue is the limitation of the most recent review of Reading Mastery to studies regarding students with learning disabilities, which artificially restricts the range of studies to be reviewed. The term “learning disabled” has not been consistently used during the last half century or even currently, and the criteria used to identify a student as learning disabled varies from one location to another, depending upon court cases and state laws. In other words, both the conceptual and operational definition of learning disability has altered over space and time. Yet, the WWC chose to restrict its review to studies that explicitly noted that more than half of the students in the samples had this “diagnosis.” One could suggest that it would be reasonable to use a more inclusive definition, such as “struggling readers” or focusing on those exhibiting below-average achievement. These are, in fact, the students with whom we should be most concerned in developing remedial programs.

To summarize, several aspects of the WWC’s review procedures may contribute to their erroneous reviews of the DI curriculum: 1) their focus on named curricular programs rather than broader curricular approaches, ignoring identical features of the most central elements of the DI reading programs; 2) their failure to understand or consider the characteristics embedded within curricular programs, such as the specific inclusion of teacher training and behavior management in the DI programs; 3) the use of an arbitrary time limit of studies to review, omitting at least half of the available corpus of material; 4) “standards” regarding acceptable study design that contrast markedly with the classic and contemporary methodological literature; and 5) “standards” for study characteristics that are often difficult for work conducted in field settings to meet. A sixth issue, specific to the review of RM and students with LD involves ignorance of the way in which the definition of LD has not been stable over space and time, resulting in the potential omission of large numbers of studies from review. These features have contributed to errors in the WWC’s reviews of programs and, especially, in their decisions to exclude large proportions of studies from their reviews. The next section focuses on another very problematic area—the quality of decisions regarding the studies that are included in their reviews.

\textsuperscript{6} Stockard (2013) discusses the way in which the research associated with DI is a prime example of the “phased model” of research, moving from rather small and highly focused controlled experimental designs in the early years of development to tests with more varied settings, subjects, and outcomes in later years. This progression is typical of a systematic and mature line of research, yet, ironically, these characteristics have hampered the ratings that DI receives from the WWC.
II. Ten Studies Accepted for Review by the WWC

The WWC reports that it has reviewed over 200 studies of DI programs in developing its reviews. Yet they have found only seven that fully met their criteria for review and an additional three that met their criteria “with reservation” (Stockard, 2012). As described more fully below, NIFDI’s Office of Research and Evaluation is conducting a meta-analysis of studies of the Direct Instruction curriculum and has identified several hundred more studies for review.7 Because the WWC’s conclusions are based on such a small proportion of the extant literature, it is important to examine the characteristics of the selected studies. The sections below give citations to and a brief description of each of the studies that the WWC has accepted and an assessment of whether or not it was appropriate to accept the study for review. The analysis suggests that there were problems in a number of the decisions. The studies that were “accepted without reservation” (fully met WWC criteria) are examined first, followed by those that were “accepted with reservation.”

A. Accepted Without Reservation (7 studies)

The WWC accepted 7 of the 200-plus studies that were reviewed “without reservation.” The analysis suggests that decisions regarding 3 of the 7 studies were correct, but that 4 of these decisions were not appropriate.

A.1 Decisions that were appropriate (3 studies)


These two studies were accepted in the review of the programs for English language learners. They were rejected, however, for the reviews of RM for beginning reading and for

---

7 The WWC reports that they looked at a total of 228 studies of DI programs. The 7 that “fully” met the inclusion criteria represent 3.1% of this total; when the 3 that met the criteria “with reservation” are included, the percentage rises to 4.4%. To date the NIFDI research office has identified 557 studies for review for the meta-analysis. While a large number of the studies may not meet criteria for inclusion in the final analysis, the fact that the NIFDI office has identified over twice as many studies as the WWC suggests that their search of the literature may have been substantially less thorough than would be appropriate. Each of the other meta-analyses of the DI literature has also identified many more studies for review. Hattie’s (2009) meta-analysis of meta-analyses summarized the results of four meta-analyses that included DI, incorporating 304 studies and 597 separate effects.
adolescent literacy. The latter decision is understandable given the age of students in the study. The NIFDI Research Office has, however, objected to their rejection for the former and continues to believe that this was not appropriate (Stockard, 2008). As detailed in a later section, this study would also have been appropriate to include in the study of RM with students with LD. Gunn and associates have published a third article on the data (Gunn et al., 2005), providing additional follow-up. This was not used in the ELL report, perhaps because of the date of publication, but was rejected for inclusion in the RM reports for beginning reading and adolescent reading as well as for the two reports on Corrective Reading. All three of the studies will be included in the meta-analysis. (In Table 2 these are the Gunn studies 6, 7, and 8.)


This small study was included in the report on RM for adolescent literacy. It involved random assignment of high achieving students to receive RM or to continue in the school’s usual curriculum. Its inclusion seems appropriate, and it will be included in the meta-analysis.8 (This is study 20 in Table 2.)

A.2 Accepted without reservation, but the decision was probably in error (4 studies)

It could be suggested that the other 4 studies that were accepted without reservation should not have been included, at least in the way in which the WWC chose to interpret them.


This study compared the efficacy of two DI reading programs, Reading Mastery and Horizons. It was accepted without reservation for the WWC review of RM for students with learning disabilities, probably because it included random assignment of students to treatment. The study compared students’ growth over time to national and state norms and between the two programs. Students in both programs had significantly stronger growth than others in the state and nation and growth rates that were similar to each other. The WWC concluded that this result indicates that RM is not effective. However, it would be more appropriate to use the study as a norm comparison design, comparing RM students with

---

8 A later analysis of the data in this study focused on growth in reading comprehension. Although this was submitted to the WWC shortly after completion it has not, to date, been added to their review.
national and state norms. As explained more fully in Stockard and Wood (2012), the logical and appropriate conclusion should be that RM (and Horizons) produced stronger growth than national norms and that this indicates effectiveness of both programs. The study will be included in the meta-analysis, but as two different norm comparison designs. (This is study 3 in Table 2.)


This study was originally accepted for the review of RM for students with learning disabilities (WWC, 2012). In this study all students received Reading Mastery as part of their usual classroom experience. Half of the students received an additional period of phonics-related instruction each day from their classroom teachers. The other half did not receive additional instruction.

Teachers were randomly assigned to treatment condition. As would be expected, students with extra instruction had stronger growth over time. The WWC originally concluded that this indicated that RM was ineffective, but has now apparently reversed this decision. (It has been included in this listing because it illustrates the problems with their review procedures.) It will not be included in the meta-analysis because there was no group in the analysis that did not have RM.


These reports were accepted for the WWC reviews of Corrective Reading (CR). The “interim” report was accepted for the review of CR for beginning readers (WWC, 2007b) and both the final and interim reports were accepted for the review of CR for adolescent literacy (WWC, 2010a). The study was nicely designed with random assignment of schools and students to treatment. However, the study is not a test of the efficacy of the CR program and should not
have been included. On p. ix of the 2006 Interim Report, Torgesen and associates noted that

Corrective Reading and Wilson Reading [another program used in the study] were modified to fit within the first of these classifications [used in the study]. The decision to modify these two intact programs was justified both because it created two treatment classes that were aligned with the different types of reading deficits observed in struggling readers and because it gave us sufficient statistical power to contrast the relative effectiveness of the two classes. Because Corrective Reading and Wilson Reading were modified, results from this study do not provide complete evaluations of these interventions; instead, the results suggest how interventions using primarily the word-level components of these programs will affect reading achievement.

In other words, the authors explicitly stated that the study should not be used to evaluate the program. The WWC report notes that the program was not implemented as designed, but chose to ignore the stipulations of the authors. The studies will not be included in NIFDI’s meta-analysis because the programs involved modifications of Corrective Reading and the authors explicitly noted that they should not be used in this way.9

B. Accepted With Reservations (3 studies)

The WWC accepted 3 of the 200-plus studies that were reviewed “with reservations.”


These two studies were accepted “with reservations” by the review of DI programs for early childhood education. (Both studies report on the same sample.) They were accepted “with reservations” rather than “without reservation” because of “severe attrition” to the sample over time. It was appropriate to include these studies and they will be in the meta-analysis.

---

9 This decision is especially ironic given the WWC’s failure to include the analysis of the RITE study (Carlson & Francis, 2002) in their analysis of RM and beginning reading, citing, as described above and in Stockard (2008) the supposed modification of the program through the inclusion of teacher training and behavioral reinforcement.
This study was accepted, with reservations, for the WWC review of RM for adolescent literacy (WWC, 2010b). Schools and students in this study were matched on a variety of risk measures, and those exposed to DI were compared to those with exposure to another, unnamed curriculum. It did not receive the highest rating because there was no random assignment. The paper will be included in the forthcoming meta-analysis of all studies of Direct Instruction.10

To summarize, since beginning its work more than a decade ago, the WWC has concluded that only a small fraction of the studies that it has examined either fully or partially (“with reservations”) met its criteria for review. Only 10 studies of DI programs, out of hundreds that are available, were accepted. However, careful examination of these 10 studies indicates serious errors in 4 of the 10 decisions. The next section involves a more in-depth look at the studies that the WWC reviewed in its July 2012, analysis of Reading Mastery and students with learning disabilities.

III. The WWC Study of Reading Mastery and Students with Learning Disabilities

This section, and the next, focus on issues related to the most recent (2012) WWC review, which examined the use of Reading Mastery with students with learning disabilities. This section examines the studies that the WWC listed in its report, while the next (section IV) looks at those that should potentially have been included. The original WWC review reported that 17 studies had been examined.11 These studies are listed below, categorized by the decision reached by the WWC and a brief summary of an analysis of the articles. The discussion is divided into those that were considered by the WWC and accepted (A), and those that were rejected (B), further separating the analysis in this second section by the

---

10 The NIFDI Research Office has not been successful in finding a published version of this paper or a report of the third-year evaluation of the program even though the title implies that such an evaluation should be available.

11 The July 2012 report regarding RM and students with learning disabilities, which has been withdrawn from the WWC’s website, also included the Herrera et al. study described above (section II, study 5) as fully meeting criteria. Communications received from the WWC indicate that a revised report will continue to use all of the studies in the original report but will move the Herrera et al. piece to a category indicating that it did not meet criteria. Thus, this study is listed in a category of works that do not meet criteria because the intervention is unclear (this section, B.3, study 11).
reasons listed for rejection. As explained in other documents (Stockard & Wood, 2012; Stockard 2012), there appear to have been numerous problems with this most recent, 2012, WWC report.

A. Studies That Were Considered by the WWC and Accepted (1 study)


This study compared results with RM and Horizons. Horizons is a modified version of RM. The article describes 17 common features of the development and construction of the programs and only two differences: In contrast to RM, Horizons uses letter names to prompt letter sounds and uses capital letters in the first reading lessons. As would be expected, given these extensive similarities, Cooke and associates found that both groups in their study made gains over time that were significantly greater than national norms. The WWC used these findings to suggest that RM was not effective and has, apparently, decided to retain this conclusion. However, as noted above, this conclusion does not appear to be appropriate. The article is included in the meta-analysis results summarized below with what is a more appropriate analysis and interpretation (two norm comparison designs—one for Horizons and one for RM). (This is study 3 in Table 2.)

B. Studies That Were Considered by the WWC and Rejected for Inclusion (16 studies, 4 reasons)

Sixteen studies were considered by the WWC and rejected for inclusion. Four general reasons were given for these decisions: 1) less than half of the students in the study were identified as being learning disabled (n = 4), 2) a single subject or similar design was used (n = 4), 3) results could not be attributed solely to the intervention because of some confounding element (n = 2), and 4) the study was not an efficacy test (n = 6). Each of these studies is described below.

B.1 Rejected because less than 50% of the students had LD (n = 4 studies)

Although the NIFDI Research Office was unable to get the full copy of the dissertation before completing the analysis reported here, the abstract provides no reason to discount the interpretation of the WWC.


The NIFDI Research Office was unable to obtain a full copy of this dissertation before completing the analysis reported here. However, from the abstract it appears that there was no non-DI group, so no comparison would have been possible.


The study involved a transitional kindergarten program for children with disabilities. The term “learning disabled” isn’t included in the list. Language, cognitive, motor, and socio-developmental delays are noted. This study will be included in the meta-analysis. (This is study 13 in Table 2.)


As noted below and in the next section, there are a number of case studies that SRA/McGraw-Hill has published. Analyses of those that could have potentially been included in this review are in the discussion below and these reports will be included in the meta-analysis. (In Table 2, studies 15–18 are SRA studies. This 2009 report is not among them.)

B.2 Single subject or one unit per condition; No comparison group (n = 4 studies)


This uses a single subject design. It is appropriate to omit the study.

It is unclear why this study was included in the listing. It appears to have used elements of Reading Mastery and Corrective Reading in one of the treatment groups (see p. 337) but incorporated them into another instructional system. Thus, it is not a test of the efficacy of either RM or CR. The WWC's classification is rather odd because, in fact, there were comparison groups. The study will not be included in the meta-analysis because it does not involve a DI program.


The WWC rejected these two SRA reports saying there was no comparison group. However, as shown below, the reports fit the classic definition of a cohort comparison design and should have been included. (It is possible, however, as noted with the SRA report described earlier in this section under B.1, that the WWC would have also rejected the report because it wasn’t clear that more than 50% of the subjects had LD. Students in the second report also had Corrective Reading.) (The 2006a SRA study is study 15 in Table 2.)

B.3 Result cannot be attributed solely to the intervention (n = 2 studies)


Although the NIFDI Research Office was unable to get the full copy of the dissertation before completing the analysis reported here, the abstract provides no reason to discount the interpretation of the WWC.

This was originally accepted for the WWC analysis, but upon NIFDI’s request, they have apparently removed it from the list of accepted studies. It compares RM with RM plus another program. The students in the two groups did not have equivalent instructional times, and all students had RM. Although the NIFDI office does not know what final decision the WWC has reached, placement in this category would be appropriate.

B.4 Not an efficacy test (no comparison to non-DI procedures) (6 studies)

One of the works in this group examines slight variations in the implementation (Frankhauser et al., 2001), while the others are reviews of the literature. The decisions regarding these works appear appropriate.


This single-subject design examined ways in which various additions to standard DI procedures altered results.

The following five works are literature reviews of various types, and it is not clear why they were included in the original list:


C. Summary

Of the 17 studies examined by the WWC for the review of RM for students with learning disabilities, classifications of four should be questioned: the decision to retain Cooke et al. (2004) as a comparison of RM and Horizons and the rejection of two SRA case studies (2006a, 2006b) and the O’Connor, et al. (1993) study. The next section of this report describes the studies that have been found for the meta-analysis that appear to be pertinent to the topic of the WWC’s review of RM and students with learning disabilities.

IV. An Analysis of Studies That Could Have Been Included in the Review of RM and Its Use with Students with Learning Disabilities

This section examines studies of Reading Mastery that could have been included in the review of RM and students with LD. The first section describes the studies, and the second includes a brief statistical analysis, looking at the way in which the various WWC criteria are related to variations in effect sizes. If the criteria are important and valid to include, they should be related to variations in effect sizes, and this admittedly brief analysis addresses that issue.

A. Studies That Could Have Been Included (21 studies)

The studies listed below come from NIFDI’s preliminary work on the meta-analysis of Direct Instruction efficacy studies. The list was limited to those that include Reading Mastery, although, as noted above, a more complete and accurate analysis would also include works that used Corrective Reading and other DI reading programs. Unlike the WWC analysis, articles were included that did not use the term “learning disabled,” but had samples that focused on “struggling readers” or students scoring below normative levels. The many studies that focused on entire schools that had students with low levels of achievement, which also could be relevant, were not included. (The vast majority of students in these settings are “struggling readers” and scoring below their ability.) Most important, because the meta-analysis work is on-going, there are undoubtedly a number of other works that might be relevant. Those that are listed, however, should provide a good sampling of the literature base.12

The studies are listed in alphabetical order (by author). The design of each study is described, including the associated effect size, calculated as the difference between the means divided by the common standard deviation (Cohen’s d). Also included, for the works not in the WWC listing, is a brief speculation about why the WWC might have rejected the study if it had been included in their list. (Tables that summarize this information are included with the statistical analysis in this section. The numbers for the 21 studies described below correspond to the numbers in Table 2.)


All of the participants scored below the 25th percentile of the Metropolitan Reading Readiness test. There were 8 classrooms in 4 schools, with 1 experimental and 1 control classroom in each school. Half of the classes in each group were self-contained and half were compartmentalized. DISTAR was used with the experimental group for 4.5 months, and the control group received the school’s usual curriculum. Students were randomly assigned to treatment. Assessments were the Gates McGinitie Reading Test subtests of vocabulary and comprehension. Four effect sizes were calculated (two for compartmentalized and two for self-contained students). Results favored DISTAR for the self-contained students (average d = .52), but did not favor DISTAR students for the departmentalized students (d = -.22). The overall average d for the study was .15.

The WWC would probably reject this study because of the publication date and because it used DISTAR rather than RM. It also does not use the term “learning disabled.”


The students in this study might be classified as learning disabled in today’s terminology for they had average ability, but low reading achievement. The students had a mean IQ of 91.64 (range 74 to 108), but were, on average, two and one-half years below grade level in reading skills. Seven of the subjects received DISTAR Reading II, and 7 received “diagnostic-prescriptive remediation” (DPR), described as a “phonics loading” program. Instruction occurred for 35 minutes each day, by the same teacher, for 110 days. After that time,

IQ students using a Direct Instruction reading program. Unpublished master’s thesis. Cardinal Stritch University, Milwaukee, WI. In addition, the following study could potentially be used but the NIFDI office was unable to find enough information for the meta-analysis: Kuder, S. J. (1990). Effectiveness of the DISTAR reading program for children with learning disabilities. Journal of Learning Disabilities, 23(1), 69–71. There are undoubtedly a number of other studies that could be included and it is hoped that the final version of the meta-analysis will use such a complete list.
because of the significantly stronger growth of the DISTAR children, the DPR intervention was stopped and all students received DISTAR. The effect size was 1.71.

The WWC would probably reject this study because of the publication date, because it used DISTAR rather than RM, because it did not use the term “learning disabled,” and/or because it occurred outside the U.S.


As noted above (in section II as well as in section III), this article compared student gains over time in Reading Mastery and Horizons. Data came from 30 students, all “identified as having mild disabilities and ... eligible for specialized reading instruction from a special education teacher in a resource room setting.” The article explicitly notes that half of the students had a learning disability. Pre- and posttest measures at the beginning and end of the school year were the Woodcock-Johnson Revised and the North Carolina Literacy Assessment. As noted earlier, the WWC chose to focus on the lack of differences in change between the two programs and concluded that RM was not effective. Given the strong similarities of the two programs, a more appropriate approach would be to use a norm comparison design and ask if the students made gains over time that were greater than other students in the nation (or state with respect to the NCLA). Effect sizes for the Reading Mastery students ranged from .20 to .71, with an average of .34.13

The WWC has apparently chosen to reject this logic, preferring to treat Horizons and RM as separate programs. It is also not clear that they would accept a norm comparison design. However, the other aspects of the study seem to have been acceptable.


The study took place in 6 schools in a suburb of Vancouver, B.C. Three schools implemented RM and 3 retained their usual program of instruction. Independent observers determined that the schools were similar in SES and staff effectiveness. Subjects were students in Grades 3 to 6 who had been nominated by their teachers as having problems with reading.

---

13 The effect sizes reported by Cooke et al. (2004), which were calculated by dividing the difference between the pre and post means by the s.d. at pretest (p. 147), are used in the analysis below. An alternative method would use the s.d. of the national or state tests. These calculations consistently yielded slightly larger effect sizes, so the more conservative estimates derived by the authors’ methods were used.
Pretests were administered in October and posttests in May on a variety of measures: Gates McGinitie Reading Test, Canadian Edition; Informal Reading Inventory, the Basic Reading Inventory (BRI), and Students’ Perception of Ability Scale (SPAS). There were 162 students in the experimental group and 99 in the control group for a total of 261 students. Twenty effect sizes were calculated (5 measures and 4 grade levels). They ranged from –.70 to .89, with a mean of .11. While pretest differences were generally small (average = –.17, in favor of the control group), some were larger and this variation is considered in the statistical analysis of results reported below.

WWC might reject this study because of the year of publication, because it doesn’t mention learning disability, and/or because it did not take place in the U.S. They might also reject it because some of the pretest differences exceeded .5 of a standard deviation.


This study looks at the impact of instruction in DISTAR on students scoring in the “high-moderate range of retardation” (p. 332). It uses a norm-referenced comparison design, noting that this is “an evaluation research design advocated by Tallmadge (1977) for evaluations conducted for the U.S. Department of Education” (p. 332). The sample includes 12 subjects who were in the program for 5 years. Measures included the Stanford-Binet Intelligence Test, the Baldie Language Ability test, and the Neale Analysis of Reading. The study took place in Australia. The logic of the norm-referenced comparison design, comparing the change over time to the normative population, was used to calculate effect sizes, with posttest mean scores corrected for regression to the mean. The calculated effect size using the population s.d. (16) was .36, while the effect size using the sample s.d. (5.4) was 1.08.

The WWC may reject this article because of the year of publication, because it doesn’t mention learning disability, because it used DISTAR rather than RM, because it did not take place in the U.S., and/or because it used a norm comparison design.


These three articles reported on the same study, using different follow-up time periods. Children in Grades 1–3 in 9 elementary schools in 3 districts were screened on reading (or pre-reading) skills. DIBELS measures were used for screening and for assessment as well as the Woodcock-Johnson Tests of Achievement (letter word ID and word attack subtests). Students were grouped by ethnicity and grade and rank ordered by pre-reading scores. Then participants were matched and randomly assigned to treatment or control. Supplemental instruction using RM (for Grades 1–2) or CR (for students in Grades 3 or 4) was provided for the experimental group. The 2000 article reports results at the end of the first and second year. The 2002 study reports results one year after the end of the intervention, and the 2005 article reports results 2 years after the end of the study. In all cases the RM and CR students had significantly stronger gains than the control group. For the 2000 report, there were 24 calculated effect sizes, ranging from 0 to .79, with an average of .34; for the 2002 report, there were 15 effect sizes, ranging from .05 to .74, with an average of .31; and for the 2005 report there were 10 effect sizes, ranging from .03 to .40, with an average of .23. Some of the calculated effects were based on data aggregated from other reports and this is addressed in the statistical analysis reported below.

This group of studies is very strong methodologically and it is not clear why it was not included in the list of works that were reviewed. The WWC may reject it for inclusion because it does not specifically mention “learning disabilities,” instead focusing only on students who are below grade level. They may also reject it because part of the intervention involved behavioral training, although the authors are firm in noting that this should not be an issue. And they may reject it because students received either RM or CR depending upon their grade level or because pretest data weren’t included in each of the reports. The last criticism should not be an issue because students were randomly assigned. When data on pretest scores were given (for some comparisons in 2005) there were no differences, with all effect sizes being smaller than .10 in absolute value.14


---

14 The 2000 and 2002 reports were included in the WWC’s report regarding RM for ELL students (see section I). However, the studies were rejected for inclusion in the reviews for beginning reading and adolescent literacy for both CR and RM because they didn’t fit the protocol (adolescent literacy) or because there was a second intervention (the behavioral intervention) in the design (beginning reading). Only the 2002 and 2005 studies are mentioned in the beginning reading review.
This study looked at growth in reading skills over time of students in kindergarten through second grade who had been identified for behavioral and academic risk. Students in 5 schools participated in the study. One school used Reading Mastery, one used Success for All, and the other 3 used literature-based programs (n = 111 students for RM, 107 for SFA, and 164 for literature-based). Growth in reading skills, as measured by indicators in the DIBELS system, was examined over a three-year period, using standard multivariate (growth model) techniques. Results indicated that students in RM had stronger gains in reading fluency than those in the other programs. Effect sizes were calculated using the end-point performance for each curriculum group and standard deviations obtained from Good, Wallin, Simmons, Kame’enui, and Kaminski (2002). Six effect sizes were calculated, and they ranged from .19 to .73 with an average of .39.

This study is quite strong methodologically, and it is unclear why the WWC would reject it. These are possible reasons they might use: The article does not explicitly mention “learning disabled” although all of the students were defined as at risk. There are no comparisons of pretest scores, although all students had the same screening procedures and the multivariate analyses adjust for any differences. The students were also selected for behavioral issues and they might consider that element to be a confounding factor, even though that was not the focus of treatment. Finally, they may object to having both CR and RM as interventions (although this varied by the grade of the student). Note that this article was not included in the list of studies reviewed. (It was rejected for the WWC’s review of RM for adolescent literacy in 2009 because it was out of the age range for the review, but it was not included in the list of studies in the 2008 review of RM for beginning reading.)


In this study 37 special education resource room teachers were randomly assigned to 1 of 6 different teaching approaches. There were 176 students in the study, described as having “mild disabilities.” Teaching approaches were DI (described as the Engelmann Becker, SRA method), application of DI methods to a Holt basal reader, reciprocal teaching, peer tutoring, computer-assisted instruction, and effective teaching. Teachers received training in the method to which they were assigned, and an additional control classroom was also assessed. District curriculum-based measurement (CBM) reading probes were transformed to standard scores using district norms. Pretest score was median number of words read correctly on three passages in week 1 and posttest was median score in week 10. The DI group did not do significantly better in this analysis. The six calculated effect sizes ranged from −.84 (in favor of the control group) to .01, with an average of −.48. In the two comparisons with the largest absolute value of effect size, the pretest scores differed by
more than .5 s.d. (in favor of the control group); and this will be taken into account in the statistical analysis.

The WWC could object to this study because of the date, although it was published less than 20 years ago. It could also object because RM is not explicitly mentioned or because the percentage of students with learning disabilities is not identified.


These articles report on the same data set. First grade teachers in 12 to 17 different schools and 37 classrooms were asked to nominate “struggling” students for inclusion in the study. There were two to five students in each class. Gains in reading achievement over time were compared for students in schools using Reading Mastery (n = 56 in Grade 1) and those using other models (total n = 52 in Grade 1), all described as “non-scripted”: Breakthrough to Literacy, Early Success, Four Blocks, and Together We Can. Clay’s Hearing Sounds in Words was used to measure gains from fall to spring of first grade and the Flynt Cooper Informal Reading Inventory was used to measure gains from the beginning of first to end of second and the beginning of second to the end of third. Pretesting occurred in September and posttesting in May. The 13 effect sizes calculated ranged from -.73 to .88, with an average of .15.

The WWC might object to these articles because they did not specifically mention “learning disabilities.” In addition, gain scores, rather than pretest scores, are reported, so it is difficult to ensure that the groups were equivalent at pretest.


This study involved a transitional kindergarten program for children with disabilities. Language, cognitive, motor, and socio-developmental delays are noted, but “learning disabled” was not in the list. Students were randomly assigned to Reading Mastery or to the Addison Wesley Meet the Superkids and the Superkids’ Club programs. Pre- and post-intervention measures were administered: the McCarthy Scales of Children’s Abilities, Test of Early Reading (TERA), California Achievement Test (CAT), and the Peabody Individual
Achievement Test. The 18 effect sizes ranged from -0.21 to +0.91, with an average value of 0.30.

As noted above (section III, study 4), the WWC rejected this study because fewer than half of the students were identified as having LD.


Students in Grades 2–6 were recommended for participation by teachers in two schools. Pretests were given to ensure that their reading skills were at least one year behind chronological age. Students in each school were matched for age and PIAT reading scores and divided into two groups. One received instruction in DISTAR or CR (for the older students) and the other in ISM, a program developed by one of the authors. Teachers were trained. Four months of instruction were given. Increases in skills were found for both groups, with slightly larger (although insignificant) gains for the ISM group. The four calculated effect sizes ranged from -0.18 to -0.03, with an average of -0.10.

The WWC could reject this because of the age of the study, the use of DISTAR as well as CR, the lack of a reference to learning disabilities, and the use of gain scores with reference to a normative sample without reporting pretest measures.

15–18) SRA/McGraw-Hill case studies

SRA has disseminated a number of “case studies” under the title “Results with Reading Mastery.” A recent article (Stockard, 2013) showed how these data fit the criteria for cohort control designs, the type of design that the Shadish, Cook, Campbell, and Stanley tradition deems especially appropriate for organizational settings such as schools. Because succeeding cohorts within a given school tend to be relatively similar to each other (e.g., this year’s first graders are relatively similar to last year’s in beginning skills and parental SES), they can serve as comparison groups. In fact, comparisons between such cohort groups are often the question that is of most interest to school officials. Their key concern generally is “How does a new curriculum impact the students in my school?” The data in the SRA case studies do this very nicely by comparing achievement of cohorts without RM to that of cohorts with RM. Because the cohorts are from the same school it is generally reasonable to assume that the cohorts are quite similar. (And if they are not, the school officials, or at least the teachers, are quite aware of these differences.) Thus a cohort control group design is seen as internally valid. Even more important, this design is externally valid, without the confounding issues that can result when introducing artificial circumstances, such as
random assignment, into intact settings. (The 2013 article expands on these points with extensive citations to the methodological literature.)

Four of the case studies reported by SRA/McGraw-Hill involved the implementation of RM with students who might be seen as having learning disabilities. The results of these case studies are described below. The WWC may reject these studies because the schools used both RM and CR, as appropriate for the grade level of the students. They may also reject the results because there were no pretest data.


This report describes data from the Iredell Statesville School District in North Carolina. In fall 2003, teachers in the special education department adopted Reading Mastery and Corrective Reading for intervention in Grades K–12. The percentage of special education students attaining adequate yearly progress changed from 43% in 2002–03, before implementation of RM and CR, to 66% in the 2005–06 academic year. This represents an effect size of .46.


This report describes data from the Putnam County School District, based in Cookeville, Tennessee. The district began implementing DI programs (RM for Grades K–3 and Corrective Reading for Grades 4–8) in all special education classrooms in the 2003–04 school year. The report gave the percentage of special education students who read at the proficient level, as measured by the state of Tennessee’s assessment program (TCAP), in 2002–03 before implementation, through 2005–06. The associated effect size was 1.14.


This report provides data on changes over time in the achievement of students at Virginia Primrose School in Fontana, California. After the introduction of DI programs (RM in Grades K–3 and CR in Grades 4–5), the percentage of special education students achieving
adequate yearly progress (AYP) moved from 21.2% before implementation to 37.2% by the end of the second year of implementation, an effect size of .35.


This report focused on changes in two schools in the Rapides Parish school district in Louisiana. At the start of the 2006–07 school year, the district introduced Reading Mastery and Corrective Reading due to concerns with high numbers of students being referred for special education. Over time the number of referrals for special education evaluations dropped by 50% and the proportion of students meeting promotional standards increased. Effect sizes regarding changes in the percentage of SPED students meeting promotional standards were calculated for two schools. The effect in one school was .95 and in the other was .20 (average = .58).


Subjects in this study were 63 students at a private school for children with serious learning problems who had been diagnosed with “minimal brain dysfunction of specific learning disability” (p. 53). One group used DISTAR and the other used the Palo Alto Reading Program, described as a “cognitive” approach. Pretests on the PIAT showed no significant differences between the groups. Posttest results favored the DISTAR group (d = 1.35). Somewhat stronger results appeared when the analysis was limited to a smaller subset matched on variables that were correlated with pretest scores (d=2.02).15

The WWC could reject this study because of the date of publication and because it used DISTAR rather than RM. Note, however, that it specifically mentioned learning disabilities. It could also reject the study because it used gain scores and did not report pretest values.


This report examines data from two schools within the same Oregon school district. One school used RM as the core reading curriculum for all primary children while the other used

---

15 The effect sizes (Cohen’s d) were calculated from the t-ratios (5.27 for the total group and 3.77 for the smaller, matched sample), using the online calculator found at http://easycalculation.com/statistics/effect-size-t-test.php.
a “three tiered” model, occasionally employing DI for students that teachers felt would benefit from the instruction. Data were available for two cohorts of students who were in the schools from kindergarten through third grade. There were almost equal numbers of students from each school and there were no significant differences between the schools in the students’ eligibility for free or reduced lunch, their racial-ethnic characteristics, their special education designation, or their DIBELS scores at the start of kindergarten. Results are given separately for special education (SPED) and general education students. Students in the Direct Instruction school had statistically significantly higher gains in nonsense word fluency (NWF) through the end of first grade and in oral reading fluency (ORF) from first through third grade than students in the control school. These differences were especially marked for students in special education, where the effect size for NWF at the end of first grade was .70 and the effect size for ORF at the end of third grade was .72. Perhaps even more important, at the end of third grade the reading scores of the SPED students in the DI school were not significantly different from those of the general education students in the comparison school (d = –.12 in favor of the control school).

The WWC could reject this study because it did not involve random assignment and because the students are not specifically identified as being learning disabled.


Subjects in this study were 31 first grade students nominated by their classroom teachers as students who were “having difficulty with reading and needed extra help” (p. 114). The students were randomly assigned to receive RM or the Houghton-Mifflin program. There were no significant differences at pretest between the groups in the Otis-Lennon School Abilities test or the total reading score of the Woodcock Reading Mastery test, and IQs fell within the normal range. The control groups were taught by their regular classroom teachers and the experimental groups by masters degree students from a nearby university. Significant differences between the groups, in favor of the RM group, appeared at posttest in both the word identification and passage comprehension subtests of the WRMT. (Posttest scores were adjusted for pretest scores.) No standard deviation was given for the word attack subtest and the effect size was calculated based on the given t value of .86, df = 29. Results were also given for the total reading score and the statistical analysis described below adjusted for this inclusion. The four effect sizes ranged from .32 to 3.94, with an average of 1.68.

The WWC would probably reject this article because of the date and because learning disability is not explicitly mentioned.
To summarize, this section describes 21 studies that the WWC could have used to examine the efficacy of Reading Mastery with students who have some type of learning disability. Brief descriptions of the methods and results were given as well as speculations regarding why the studies would not meet the WWC’s criteria for review. The next section looks at the studies in a more systematic, statistical fashion, attempting to see if variations in the studies’ designs and, especially, variations in the ways they do or do not meet the WWC’s criteria, are related to variations in effect size.

B. Brief Statistical Analysis of Associated Effect Sizes

This section uses standard statistical techniques to analyze variations in the effect sizes associated with the findings of the studies listed in the above section. First, descriptive data on the effects and study characteristics are provided, summarizing the information presented above. Then results of a mixed model analysis, which looks at the ways in which the characteristics of the studies are related to the effect sizes, are given. In other words, the analysis looks at the impact of the WWC criteria on effect sizes within the studies. One could suggest that if the WWC criteria are important to include, they should be related to variations in effect sizes in a systematic and statistically significant manner. Because the literature regarding the efficacy of DI programs is so large, it is especially well suited to address this question.

B.1 Summary descriptive analyses

Table 1 summarizes data on each of the 21 studies included in the meta-analysis and described above. The eight columns following the citation indicate if a study met each of the selection criteria that the WWC uses. The final column reports the total number of criteria that each study met (termed “Total score”). The bottom row reports the number of studies that met each criterion. The columns are ordered in terms of most frequent occurrence. More than three quarters of the studies used a design other than norm comparison, occurred in the U.S., and used only achievement-related factors in the student selection process. More than half reported pretest data and were published in the last 20 years. Substantially fewer (8 of the 20) employed random assignment of students or teachers. Fewer still (6 of the 20) used only Reading Mastery (and not DISTAR as in the older studies or adding Corrective Reading, as recommended, for the older students). Only 2 of the 20 studies included an explicit statement indicating that more than 50% of the subjects had learning disabilities. None of the studies met all eight of the criteria listed. One

16 Because they report on the same data set, the data for McIntyre, Rightmyer, & Petrosko (2008) and Rightmyer, McIntyre, & Petrosko (2006) are combined (making the total number of studies 20 rather than 21). The three studies by Gunn and associates are separated in Tables 1 and 2 because they report on data from different years. However, in the mixed model analysis they are treated as one study (level 2 grouping), a decision that is more conservative in nature (limiting degrees of freedom and thus the probability of significant results in favor of DI).
Table 1
Characteristics of Studies Included in the Analysis

<table>
<thead>
<tr>
<th>Study</th>
<th>Norm Comp.</th>
<th>in U.S.</th>
<th>No other selection factors</th>
<th>Recent</th>
<th>Pretest</th>
<th>Random</th>
<th>RM</th>
<th>50% LD</th>
<th>Total score</th>
</tr>
</thead>
<tbody>
<tr>
<td>Bowers (1972)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>5</td>
</tr>
<tr>
<td>Branchwhite (1983)</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>3</td>
</tr>
<tr>
<td>Cooke et al. (2004)</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>6</td>
</tr>
<tr>
<td>Francis 1991</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>4</td>
</tr>
<tr>
<td>Gersten &amp; Maggs (1982)</td>
<td>No</td>
<td>No</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>2</td>
</tr>
<tr>
<td>Gunn et al. (2000)</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>5</td>
</tr>
<tr>
<td>Gunn et al. (2002)</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>5</td>
</tr>
<tr>
<td>Gunn et al. (2005)</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>5</td>
</tr>
<tr>
<td>Kamps et al. (2003)</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>3</td>
</tr>
<tr>
<td>Marston et al. (1995)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>6</td>
</tr>
<tr>
<td>Rightmyer/McIntyre, &amp; Petrosko (2006 &amp; 2008)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>Yes</td>
<td>No</td>
<td>5</td>
</tr>
<tr>
<td>O'Connor et al. (1993)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>7</td>
</tr>
<tr>
<td>Richardson et al. (1978)</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>3</td>
</tr>
<tr>
<td>SRA/McGraw-Hill (2006a)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>4</td>
</tr>
<tr>
<td>SRA/McGraw-Hill (2006c)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>4</td>
</tr>
<tr>
<td>SRA/McGraw-Hill (2008a)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>4</td>
</tr>
<tr>
<td>SRA/McGraw-Hill (2008b)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>4</td>
</tr>
<tr>
<td>Stein &amp; Goldman (1980)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>Yes</td>
<td>4</td>
</tr>
<tr>
<td>Stockard (2008)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>No</td>
<td>Yes</td>
<td>6</td>
</tr>
<tr>
<td>Umbach et al. (1989)</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>Yes</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
<td>6</td>
</tr>
<tr>
<td>Total “Yes” Codes (out of 20)</td>
<td>17</td>
<td>17</td>
<td>16</td>
<td>13</td>
<td>11</td>
<td>8</td>
<td>6</td>
<td>2</td>
<td>68</td>
</tr>
</tbody>
</table>

Note: Articles were coded as “recent” if they had appeared in the last 20 years (1993–2012). Random assignment refers to random assignment of either students or teachers. The RM code indicates that only Reading Mastery and not DISTAR or RM plus Corrective Reading was used. No other factor in selection indicates that other criteria, such as behavior, were not part of the student referral process.
(O'Connor et al., 1993) met 7 of the 8 criteria; and four others met 6 of the 8 criteria. Four studies met only two or three of the criteria.17

Table 2 summarizes the information on effect sizes associated with each study described in the previous section. Across the 20 studies, the smallest average effect size reported was –0.48, while the largest was 1.71 (obtained from the column labeled “Average”). The average effect size across all the studies was .53, more than twice the level of .25 generally used to denote educational importance.

Table 2
Effect Sizes and Comparison Counts of Studies in Meta-Analysis

<table>
<thead>
<tr>
<th>Study</th>
<th>Min.</th>
<th>Max.</th>
<th>Average</th>
<th>Count</th>
</tr>
</thead>
<tbody>
<tr>
<td>1) Bowers (1972)</td>
<td>-0.39</td>
<td>0.60</td>
<td>0.15</td>
<td>4</td>
</tr>
<tr>
<td>2) Branwhite (1983)</td>
<td>1.71</td>
<td>1.71</td>
<td>1.71</td>
<td>1</td>
</tr>
<tr>
<td>3) Cooke et al. (2004)</td>
<td>0.20</td>
<td>0.71</td>
<td>0.34</td>
<td>6</td>
</tr>
<tr>
<td>4) Francis 1991</td>
<td>-0.70</td>
<td>0.89</td>
<td>0.11</td>
<td>20</td>
</tr>
<tr>
<td>5) Gersten &amp; Maggs (1982)</td>
<td>0.36</td>
<td>1.08</td>
<td>0.72</td>
<td>2</td>
</tr>
<tr>
<td>6) Gunn et al. (2000)</td>
<td>0.00</td>
<td>0.79</td>
<td>0.34</td>
<td>24</td>
</tr>
<tr>
<td>7) Gunn et al. (2002)</td>
<td>0.05</td>
<td>0.74</td>
<td>0.31</td>
<td>15</td>
</tr>
<tr>
<td>8) Gunn et al. (2005)</td>
<td>0.03</td>
<td>0.40</td>
<td>0.23</td>
<td>10</td>
</tr>
<tr>
<td>9) Kamps et al. (2003)</td>
<td>0.19</td>
<td>0.73</td>
<td>0.39</td>
<td>6</td>
</tr>
<tr>
<td>10) Marston et al. (1995)</td>
<td>-0.84</td>
<td>0.01</td>
<td>-0.48</td>
<td>6</td>
</tr>
<tr>
<td>11) McIntyre, et al. (2008)*</td>
<td>-----</td>
<td>-----</td>
<td>-----</td>
<td>-----</td>
</tr>
<tr>
<td>12) Rightmyer, et al (2006)</td>
<td>-0.73</td>
<td>0.88</td>
<td>0.15</td>
<td>13</td>
</tr>
<tr>
<td>13) O'Connor et al. (1993).</td>
<td>-0.21</td>
<td>0.91</td>
<td>0.30</td>
<td>18</td>
</tr>
<tr>
<td>14) Richardson et al. (1978)</td>
<td>-0.18</td>
<td>0.03</td>
<td>-0.10</td>
<td>4</td>
</tr>
<tr>
<td>15) SRA/McGraw-Hill. (2006a)</td>
<td>0.29</td>
<td>0.29</td>
<td>0.29</td>
<td>1</td>
</tr>
<tr>
<td>16) SRA/McGraw-Hill. (2006c)</td>
<td>1.14</td>
<td>1.14</td>
<td>1.14</td>
<td>1</td>
</tr>
<tr>
<td>17) SRA/McGraw-Hill (2008a)</td>
<td>0.35</td>
<td>0.35</td>
<td>0.35</td>
<td>1</td>
</tr>
<tr>
<td>18) SRA/McGraw-Hill (2008b)</td>
<td>0.20</td>
<td>0.95</td>
<td>0.58</td>
<td>2</td>
</tr>
<tr>
<td>19) Stein &amp; Goldman (1980)</td>
<td>1.35</td>
<td>2.02</td>
<td>1.69</td>
<td>2</td>
</tr>
<tr>
<td>20) Stockard (2008)</td>
<td>0.70</td>
<td>0.72</td>
<td>0.71</td>
<td>2</td>
</tr>
<tr>
<td>21) Umbach et al. (1989)</td>
<td>0.32</td>
<td>3.94</td>
<td>1.68</td>
<td>4</td>
</tr>
<tr>
<td>Total</td>
<td>-0.84</td>
<td>3.94</td>
<td>0.53</td>
<td>20</td>
</tr>
</tbody>
</table>

*As explained in the text, the Rightmyer, et al (2005) and McIntyre, et al (2008) studies use the same data, so only one entry is given for those citations.

The top rows of Table 3 give descriptive statistics on all the effect sizes (n = 146) used in the analysis. In other words, while Table 2 aggregates effect sizes to the average for each

17 The rolling 20-year criterion will, however, soon result in O’Connor not meeting the criterion of publication in the last 20 years, resulting in the article meeting only 6 of the 8 criteria.
study, the data reported in Table 3 use each comparison as the unit of analysis. This results in more weight given to some studies (those with more comparisons) than to others and also introduces substantially more variability to the results. The average effect size across these comparisons is .31, somewhat lower than in Table 2. When a weighted effect size is used (adjusting for the number of cases in each comparison), the average effect size is .30, virtually identical to the unweighted value.

Table 3
Descriptive Statistics for Variables in the Meta-Analysis (Comparison as Unit of Analysis)

<table>
<thead>
<tr>
<th>Comparison Level Variables</th>
<th>Mean</th>
<th>SD</th>
<th>Min.</th>
<th>Max.</th>
</tr>
</thead>
<tbody>
<tr>
<td>Effect size (Cohen’s d)</td>
<td>0.31</td>
<td>0.52</td>
<td>-0.84</td>
<td>3.94</td>
</tr>
<tr>
<td>Number of effect sizes</td>
<td>7.33</td>
<td>5.83</td>
<td>1</td>
<td>24</td>
</tr>
<tr>
<td>Sample size of comparison</td>
<td>76.5</td>
<td>58.4</td>
<td>12</td>
<td>275</td>
</tr>
<tr>
<td>Sample size estimated (1 = yes)</td>
<td>0.06</td>
<td>0.24</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>Aggregate of others in the list (1 = yes)</td>
<td>0.19</td>
<td>0.4</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>Posttest means adjusted (1 = yes)</td>
<td>0.38</td>
<td>0.49</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>Pretest scores &gt; .5 s.d. (1 = yes, n = 46)</td>
<td>0.2</td>
<td>0.4</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>Grade in comparison (k = 0)</td>
<td>2.23</td>
<td>1.45</td>
<td>0</td>
<td>6</td>
</tr>
<tr>
<td>Grade estimated based on age</td>
<td>0.02</td>
<td>0.14</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>Multiple years in grade estimate (number of extra years)</td>
<td>1.87</td>
<td>1.9</td>
<td>0</td>
<td>5</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Study Level Variables</th>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Year of publication</td>
<td>1997.36</td>
<td>8.53</td>
<td>1972</td>
<td>2008</td>
</tr>
<tr>
<td>Published after 1993 (less than 20 years ago)</td>
<td>0.75</td>
<td>0.44</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>Pretest data given</td>
<td>0.79</td>
<td>0.41</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>Random assignment students or teachers</td>
<td>0.58</td>
<td>0.49</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>50% of students with LD explicit</td>
<td>0.05</td>
<td>0.23</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>Reading Mastery only</td>
<td>0.43</td>
<td>0.5</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>No other factor in selection</td>
<td>0.62</td>
<td>0.49</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>Not norm comparison</td>
<td>0.92</td>
<td>0.28</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>In U.S.</td>
<td>0.84</td>
<td>0.37</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>Total design score</td>
<td>4.99</td>
<td>1.1</td>
<td>2</td>
<td>7</td>
</tr>
</tbody>
</table>

Note: The unit of analysis is the comparison (equal to the count variable in Table 2). There were 146 comparisons for all of the variables excepting the comparison of pretest scores, where data were available for only 46 of the comparisons.
The other entries in the top part of Table 3 provide additional information about the comparisons. On average, there were slightly more than 7 effect sizes associated with each study, and an average of 76 cases per comparison. The effect sizes were aggregates of others in the analysis in about 20% of the cases and the posttest means were adjusted (usually for pretest scores) in over a third of the cases. In a few cases (20% of those with pretest data provided and 6% of the total group), pretest scores varied by more than .5 of a standard deviation. (In most cases the differences involved the control group scoring higher at pretest, a common result when the intervention is targeted at the most needy students.) Results were given for students from kindergarten through sixth grade, with the average comparison reflecting second graders. Grade level was estimated from the age of the students in only 2% of the cases, and data were given for a range of grades in slightly more than half of the comparisons, with an average of almost 2 extra years (3 years in total).

The bottom rows of Table 3 give descriptive statistics for the study level variables. The proportions differ from those in Table 1 because some studies have more effect sizes than others, although the results are substantively similar. The majority of effect sizes came from studies published in the last 20 years, included pretest data, were conducted in the U.S., and did not involve a norm comparison design. Over half involved random assignment of students and teachers and had no factor (such as behavioral problems) used in the sample selection process. Slightly fewer than half used only Reading Mastery. Others used DISTAR or added Corrective Reading for older students. Finally, only 5% of the effects came from studies that explicitly stated that 50% or more of the students had learning disabilities.

In short, while none of the studies would appear to meet all of the criteria that the WWC has established for studies that it will review, they have a fair amount of variability in these criteria. While the average effect size is positive, there is also variation in effects from one study to another. The next section uses statistical techniques to see if the variations in study characteristics are related to variations in effect size.

### B.2 Mixed model analyses

Mixed models were used to examine the way in which study characteristics are related to effect size. Mixed models are simply an extension of linear regression, but are especially useful when one has data on two or more levels—in this case multiple effect sizes in a set of studies.\(^{18}\) For this analysis the study characteristics are called “level 2” and the effect sizes within each study are called “level 1.” Explanatory variables at level 2 are the criteria that the WWC uses to select studies for review (in the bottom rows of Table 3 and listed in Table 1), while the explanatory variables at level 1 are the characteristics associated with the effect sizes and listed in the top rows of Table 3.

---

\(^{18}\) Mixed models are actually the regression equivalent of a nested factor analysis model.
The mixed models were conducted with a variety of restrictions on the sample and the results were virtually identical to those presented here. The results obtained with the most conservative sample are presented below. For this analysis the four most extreme effect size values (two from the bottom and two from the top of the distribution) were omitted. As would be expected, the average value of the effect size was altered relatively little, while there was a much more marked impact on the standard deviation.\(^ {19} \) The three studies by Gunn and associates were grouped together (treating as one level 2 study). Finally, any effect sizes that were the aggregates of others in the data set and cases where pretest differences were more than .5 of a standard deviation were omitted. This resulted in a sample of 109 effect sizes from 17 studies.\(^ {20} \) The studies included had 1 to 36 effect sizes, with a mean number of effects of 6.4 per study.\(^ {21} \) The average effect size with this sample (using comparisons or the level 1 values as the unit of analysis) was .30 (s.d. = .38, minimum = -.73, maximum = 1.71).

Table 4 summarizes the results. Each line in Table 4 reports the results from a separate analysis. The first is a simple intercept-only model, having each study as a random effect (the first line of data in the table). This is equivalent to an analysis of variance with the studies as a factor and tests the null hypothesis that the effect sizes are equivalent across studies. The intercept in the resulting equation is equivalent to the average effect size across the studies but adjusts for the multiple numbers of effects for each study. Note that the value of .44 is somewhat greater than the simple mean of .30 obtained without introducing the study level controls.

The next model adds the sample size of each comparison to the equation, and these results are shown in the second line of Table 4. Although sample size had no significant relationship with effect size, this control resulted in a slight lowering of the intercept. In other words, with sample size equalized and adjusting for the multiple entries in each study (as in the second line of data), the average effect size is .37.

The following entries in the table all involve equations with two variables: sample size and one of the comparison or study level variables listed in Table 3.\(^ {22} \) For instance, the third line of data gives results of the analysis including grade of students and sample size, and the

\(^ {19} \) The average effect size in the reduced sample was .29, s.d. = .38, min. = -.73, max = 1.71 (n = 142). As shown in Table 3, the average effect size in the full sample was .31, s.d. = .52, min. = -.84, max = 3.94 (n = 146). If anything, the omission of outliers had a conservative impact on the results by diminishing the reported effect size.

\(^ {20} \) Results from Stein & Goldman (1980) were omitted from this reduced sample because the effect sizes were outliers.

\(^ {21} \) A variety of combinations of variables in predictive equations were also examined, and the results were all substantively similar to those reported here.

\(^ {22} \) Only two predictor variables were included in each equation to maximize the degrees of freedom. There was no indication that the substantive nature of the results altered when multiple predictor variables were used.
fourth line gives the results with the indicator of adjusted posttest means and sample size, and so forth. The coefficients and probabilities associated with the intercept (the effect size) are in the first two columns of data. The values associated with the study characteristics are in the third and fourth columns of data, and those associated with sample size are in the final columns. The fixed effect (akin to a regression coefficient) is given in the column labeled “effect” and the associated probability is given in the column labeled “Probability.”

Table 4
Mixed Model Results Regressing Effect Size on Sample Size, Comparison Level, and Study Level Variables

<table>
<thead>
<tr>
<th>Variable</th>
<th>Intercept only</th>
<th>Sample Size</th>
</tr>
</thead>
<tbody>
<tr>
<td>Intercept only</td>
<td>0.44</td>
<td>&lt;.001</td>
</tr>
<tr>
<td>Sample size of comparison</td>
<td>0.37</td>
<td>0.004</td>
</tr>
<tr>
<td>Comparison Level (Level 1) Variables</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Grade in comparison</td>
<td>0.61</td>
<td>&lt;.001</td>
</tr>
<tr>
<td>Post-test means adjusted</td>
<td>0.40</td>
<td>0.004</td>
</tr>
<tr>
<td>Study Level (Level 2) Variables</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Recently published</td>
<td>0.53</td>
<td>0.004</td>
</tr>
<tr>
<td>Pretest data given</td>
<td>0.52</td>
<td>0.006</td>
</tr>
<tr>
<td>Random assignment</td>
<td>0.47</td>
<td>0.001</td>
</tr>
<tr>
<td>50% LD explicit</td>
<td>0.38</td>
<td>0.005</td>
</tr>
<tr>
<td>Reading Mastery only</td>
<td>0.36</td>
<td>0.026</td>
</tr>
<tr>
<td>In U.S.</td>
<td>0.71</td>
<td>0.005</td>
</tr>
<tr>
<td>Total design score</td>
<td>0.83</td>
<td>0.028</td>
</tr>
</tbody>
</table>

Note. The measure of no other factor in design selection was omitted because it was so highly correlated (near .70) with the sample size. The measure of norm comparison designs was omitted because it was so highly skewed (10/90 split). To obtain the actual fixed effect associated with the sample size, multiply the given coefficient by $10^2$ (100).

The fixed effects associated with the intercept are always positive and statistically significant. In other words, no matter what type of study level or comparison level control variable was used, the intercept was positive and significantly greater than zero. In addition, all of the coefficients associated with the intercept are greater than .25, often substantially so. Recall that this is the level often used to denote educational importance. Thus, there is

23 In an attempt to keep the results simple a number of details about the analyses have been omitted, notably the standard errors associated with the fixed effects and various model fit statistics. These details can be provided upon request.
no reason from this analysis to suspect that the factors the WWC uses for selection criteria would significantly diminish the estimated efficacy of the DI programs. In fact, the average coefficient associated with the intercept across the seven analyses incorporating study level (level 2) characteristics is .54, an increase of over 20% from the level in the intercept only or baseline model.

The other coefficients in Table 4 examine the impact of sample size and each of the study and comparison level variables. Only one of these coefficients is significant at the .05 level, a result that would be expected by chance. Most notably, none of the study level variables (those in the last seven lines) are significantly related to effect size. Most of the coefficients associated with the study characteristics are negative, indicating that effect sizes are somewhat smaller when these characteristics are present, but none is significantly different from zero—either separately or in the composite (the last line of data). In other words, none of the criteria that the WWC uses to screen studies were significantly related to variations in effect size. This could suggest that restricting studies for review by these characteristics does not make any difference in the results.

V. Summary

This report provides an analysis of why the conclusions of the What Works Clearinghouse regarding Direct Instruction differ so markedly from the extant scholarly literature. The first section describes a number of procedural characteristics of the reviews that may contribute to this issue. The problems described involve both their criteria regarding exclusion or inclusion of studies for review and the ways in which these reviews are apparently conducted. Key issues noted include the ways in which reviews focus on narrow curricular programs, fail to examine or consider the characteristics of the programs, apply an arbitrary time limit to the included studies, and use “standards” for review that differ markedly from those used in the general social science world and result in a seemingly blanket exclusion of field-based studies and those using advanced statistical methods.

While the first section focuses on general theoretical and methodological issues, the second section examines the 10 studies of DI programs that the WWC has found to meet their inclusion criteria, either with or without reservation. Serious errors in the decisions regarding 4 of the 7 studies that were deemed as meeting their criteria “without reservation” are documented. In other words, of the studies that were deemed to meet their criteria fully, more than half probably should not have been included for review because they do not provide an appropriate test of the programs.

The third and fourth sections turn to the content of the WWC report on Reading Mastery and students with learning disabilities that was initially posted in July 2012. The third section examines each of the studies included in the report and provides an assessment regarding
the decision to include or exclude the study from review. Of the 17 studies listed in the report, the classification of 4 was questioned.

The fourth section continues the focus on the use of Reading Mastery with students with learning disabilities. The first sub-section describes 21 research studies that could have been included in the WWC review, detailing the design and conclusions of the studies, the effect size associated with their results, and reasons that the WWC might reject the study for inclusion. The second sub-section reports a statistical analysis of the effect sizes, specifically testing the extent to which meeting a WWC criteria is related to effect sizes. In other words, this analysis tests the hypothesis that the criteria used by the WWC provide a more accurate estimate of the efficacy of a curriculum. None of the study criteria used for inclusion/exclusion by the WWC was significantly related to the magnitude of effect sizes. In other words, the criteria used by the WWC are not related in any significant or systematic way to the impact reported in a study. The criteria used to eliminate studies from consideration appear to have no systematic or significant relationship to the direction or magnitude of the results that were reported.

The notion of science as a cumulative enterprise has long dominated scholarly thinking. When science is viewed as a cumulative enterprise, scholars examine results over a long period of time, in varied settings, and with different populations. They assume that results will “balance out,” and that, over time, as findings accumulate across a range of settings and populations, similarities and variations in results will become apparent and we will have better knowledge of the actual state of affairs. The method of meta-analyses and the tradition of “generalized causal inference” touted by Shadish, Cook, and Campbell (2002) are representative of this long accepted approach (see Stockard, 2013 for an extended discussion).

The very restrictive approach that the WWC has taken to its consideration of studies for review is a sharp departure from this tradition, and it appears that this departure can account for many of the discrepancies between the established literature regarding DI and the WWC’s conclusions. The WWC has opted to base its conclusions on the results of studies that conform to a detailed set of methodological criteria. As described above, this approach is so restrictive that it results in very few studies being accepted for analysis. As a result, any conclusions are based on a very small sub-sample of the available evidence, and many high quality studies, especially those using large samples and advanced statistical techniques, appear to be excluded.

Because the WWC conclusions are based on such a small sample, it is crucial that their analysis be error free and that the criteria employed lead to more accurate results. The data presented above suggest that this has probably not occurred. First, serious errors in decisions about both the inclusion and exclusion of studies were described. Many studies
were not even reviewed for possible inclusion, and the decisions for rejection or acceptance of those that were reviewed were often questionable. Second, the interpretations of the few studies that were accepted can sometimes be challenged, as exemplified by the analysis of the Cooke et al. 2004 study described above. Finally, there is no indication that the criteria used to select or exclude studies from consideration are related to the results that are obtained. Estimates of the efficacy of DI programs are equivalent regardless of the nature of the WWC criteria that are examined. One could logically conclude that a wider net, which accepted more studies for review, would present a much more accurate picture of the research results.

In short, the WWC procedures appear to result in a very selective and inaccurate view of the DI literature, and this is probably the basis for the discrepancy between their conclusions and those of the research literature. Consumers would be well advised to consult sources of summary material other than the WWC and, especially, the well-conducted and highly regarded meta-analysis literature (e.g., Adams & Engelmann, 1995; Borman, Hewes, Overman, & Brown, 2003; Hattie, 2009; and White, 1988).
References


